Quantifying knowledge and skill diversity in textual big data

In this talk, Siqi Han introduces two novel, embedding-based measures of diversity from
textual big data: diversity in knowledge structure and diversity in labour market skill demands.
Built from millions of course syllabi and job postings using machine learning and LLM-based
extraction, these measures open new windows onto longstanding questions in social
stratification and sociology of higher education, with payoffs that are as theoretical as they are
methodological.



