LLM Agents as Social Survey Surrogates: Are We in the Right Direction?

Recent discussions surrounding Large Language Models (LLMs) suggest that these models
have the capability to mimic human responses in social surveys and produce reliable
predictions, similar to those seen in political polls. However, the findings to date have been
highly inconsistent, leaving us uncertain about the characteristics of the populations
represented in the data generated by LLMs. More importantly, social surveys do not just focus
on point estimates; they also provide the distribution of responses. This distribution is crucial
for group comparisons and also serves as an important indicator of income inequality and social
consensus. In our study, we compare those point estimates, and their distributions based on
data from the United States and China population censuses, attitudinal social surveys, and
several LLMs. Our findings reveal some consistent in point estimates but significant
differences in the distributional patterns and variances, with a lack of heterogeneities across
groups. The illusion of accuracy in point estimates may blind us about the concerning
implications of relying on these biased and deterministic outputs from LLMs when making
inferences about real-world populations.



